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A language model is not 
just the final state of the 
weights; it is a dynamic 
flow of continual 
development.
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Model flows will enable

→Diverse AI research

→Science-accelerating AI 
applications
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Model flows include
open training data, which 
leads to better traceability,  
data auditing, and data 
accreditation
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Trace the outputs of language models back to their full, 
multi-trillion-token training data in real time
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Liu et al., “OLMoTrace: Tracing Language Model Outputs Back to Trillions of Training Tokens,” ACL 2025
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● Searches multi-trillion-token data in real 
time via infini-grams (Liu et al., 2024) 
Efficient search with suffix arrays 

5 trillion tokens
2 quadrillion unique n-grams

Use cases

● Fact checking

● Tracing “creative” expressions

● Debugging model behavior

● Data traceability for 
governance, regulation, and 
auditing

Liu et al., “Infini-gram: Scaling Unbounded n-gram Language Models to a Trillion Tokens”, COLM 2024 7



Can we search this thing?
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Infini-gram mini
A scalable & efficient implementation of FM-index data structure

18x
speedup

3.2x
RAM use reduction

Indexing Querying

Compared with SDSL. Benchmarked on AWS EC2. Storage: EBS gp3 SSD, 16000 IOPS, 1000 MiB/s. Indexing: x2idn.32xlarge. Inference: m7i.2xlarge

on-disk
minimal RAM use

Xu et al., “Infini-gram mini: Exact n-gram Search at the Internet Scale with FM-Index”, EMNLP 20259



Model flows will enable

→Diverse AI research
✓ Better data access (OlmoTrace)

→Science-accelerating AI 
applications
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But not all data can be open!

Obstacles to reaping the benefits of 
many kinds of data:
● Training requires centralized access to 

all data
● All data is either “in” or “out”
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Real-world data access is not binary

Other restrictions: data may become available at different times, may 
have expiration dates; owner might require opt-out.

Data should be stored in a 
specific geographic location

Data cannot be shared 
but okay to share 
trained model weights 
between collaborating 
data owners

E.g., EU regulations
E.g., healthcare data
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How do we build LMs that …

Can add data, 
remove data,
at any time

Can continuously 
grow, collaboratively

Can be trained
by data owners

locally
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Model soup

Li et al., “Branch-Train-Merge: Embarrassingly Parallel Training of Expert Language Models”, 2022
Gururangan et al., "Scaling Expert Language Models with Unsupervised Domain Discovery”, 2023

When trained on disjoint 
datasets, weights diverge 
from each other
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FedAvg

• Requires synchronization

• Cannot opt-out due to 
periodic merging

Option 2: Federated learning

Periodic merging
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Public data
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Modular, Distributed Training

Combined 
model

Enables
data contribution without 

data sharing

Supports easy data 
addition/removal

with no further training

Shi et al., “FlexOlmo: Open Language Models for Flexible Data Use”, NeurIPS 2025
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1. MoE-aware training: Learning to Coordinate

Shi et al., “FlexOlmo: Open Language Models for Flexible Data Use”, NeurIPS 2025
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2. Domain-Informed Router
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Key industry 
benchmarks

FlexOLMo improves general tasks & retains gains from specialized experts

FlexOLMo retains 90% of the benefits of fully unrestricted training

Results

21
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Applying 
FlexOlmo to 
cancer data

4 leading cancer institutes -
Fred Hutch, Memorial Sloan 
Kettering, Johns Hopkins and 
Dana Farber are collaborating to 
share their data and train a new 
set of models on their unified 
insights into the state of cancer 
research. 

AI in Healthcare
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Model flows will enable

→Diverse AI research
✓ Better data access (OlmoTrace)
✓ Better data control (FlexOlmo)

→Science-accelerating AI 
applications
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More Data, More Decisions  

Magnusson et al., “DataDecide: How to Predict Best Pretraining Data with Small Experiments”, ICML 2025
Bhagia et al., “Establishing Task Scaling Laws via Compute-Efficient Model Ladders”,  COLM 2025
Hofmann et al., “Fluid Language Model Benchmarking”, COLM 2025

Data decisions: Train a pair
of small (1B) models and 
compare the scores

Scaling laws: Train 
many small models 
and extrapolate 
the performance

E.g. a 13B trained 
to 5T tokens
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… some tasks are useful!

Grattafiori et al., “The Llama 3 Herd of Models”, 2024)
Gadre et al., “Language Models Scale Reliably with Over-training and on Downstream Tasks”, ICLR 2025

Schaeffer et al., “Are Emergent Abilities of Large Language Models a Mirage?”, NeurIPS 2023

Downstream tasks drive AI development …

… some tasks aren’t predictable … some metrics hide real capability
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Why do many predictions fail, 
but others don’t?
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Signal and Noise

Low signal, low noise High  signal, high noise High  signal, low noise

SNR = 
27



Neither signal nor noise alone explain rank agreement from small to 
large scale, but SNR does!

Interventions:  select benchmarks and metrics with high SNR
28



Model flows will enable

→Diverse AI research
✓ Better data access (OlmoTrace)
✓ Better data control (FlexOlmo)
✓ Better data-driven guidance (Signal & Noise)

→Science-accelerating AI 
applications
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… Pembrolizumab can extend progression-free and overall 
survival in patients with persistent, recurrent, or metastatic PD-
L1-positive cervical cancer [1] and locally advanced cervical 
cancer [2]…

[1] Colombo et al., KEYNOTE-826, 2021
[2] Lorusso et al., KEYNOTE-A18, 2024

Attribution

Up-to-dateCredible 
sources

Asai et al., “OpenScholar: Synthesizing Scientific Literature with Retrieval-augmented LMs”  Nature, to appear

Open
Scholar

OpenScholar

What’s the state-of-the-art in immunotherapy for cervical cancer?

https://openscilm.allen.ai/
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Long-form, multi-paragraph answers that
● Integrate external evidence
● Provide fine-grained attributions to sources

To extend RL to unverifiable, long-form questions, we 
introduce evolving rubrics

What’s the state-of-the-art in immunotherapy for cervical cancer?

Reason & Search

DR Tülu

Shao et al., “DR Tulu: Reinforcement Learning with Evolving Rubrics for Deep Research”, 2025 31



Model flows will enable

→Diverse AI research

→Science-accelerating AI 
applications
✓ OpenScholar, DR Tulu, more to come
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Enough why.

What exactly to do, 
and how?
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OLMo 2
7B, 13B

OLMo 
7B

2022-23

2024

OLMo 2 
32B

2025

First open model ≥ 
GPT 3.5, GPT 4o - mini

Best fully open model – Data, Weights, Code, Training 
Recipes

First fully open model
≥ Llama 2

≥ Llama 3, ~ Qwen 2.5

Optimize Quality vs. Cost

34
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What Does Building a LM Flow Require?

Data (for training and for evaluation) ← This talk focuses on data.

Algorithms

Lots more about all of these in the 
Olmo 3 technical report!

Infrastructure

Team organization

Experimental methodology

Goals 

37



What do we want Olmo 3 to do?

Target capabilities … suggest properties of pretraining data …

Coding Long context Complex math STEM papers

Thinking/reasoning

Tool use/agents

Scientific applications

Model
Data

Eval

38



Different Stages, Different Data
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Pretraining:  Dolma 3
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Beyond web data 
→ PDFs, docs, scans

Efficient model to convert 
any document into training 
data

olmocr.allenai.org
1 trillion tokens (+20%) 
from PDFs unlocked

Poznanski et al, “olmOCR: Unlocking Trillions of Tokens in PDFs with Vision Language Models”, 2025
Poznanski et al., “Unit Test Rewards for Document OCR”, 2025 41



Same quality as GPT 4o

1/30th of the cost

<$200 USD
per million page

Poznanski et al, “olmOCR: Unlocking Trillions of Tokens in PDFs with Vision Language Models”, 2025
Poznanski et al., “Unit Test Rewards for Document OCR”, 2025 42



Also wins on openness!
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Pretraining:  Dolma 3

Extraction, filtering, deduplication, quality classification
44
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Filtering, Deduplication, Fine-Grained Organization

Common Crawl 

Deduplication
● Exact, global 

deduplication 
(new tooling!)

● Min-hash (fuzzy)
● Suffix array  for 

boilerplate 

39B Docs255B Docs

Heuristic Filtering
● PII filtering
● Language filtering
● URL removal

Web Organizer
10 B Docs

Wettig et al., “Organize the Web: Constructing Domains Enhances Pre-Training Data Curation”, ICML 2025 46



From Pools to a Mix
1. Swarm runs: train K 30M models 
with randomly sampled mixtures p

2. Fit a regression model for each 
benchmark task

3. Solve optimization problem to get 
optimal mix p*

OLMo 
30M

…

OLMo 
30M

OLMo 
30M

BPB=1.20

BPB=1.13

BPB=1.48

p y

?    Avg predicted BPB = 1.44

?    Avg predicted BPB = 1.04

…

Chen et al., “Aioli: A Unified Optimization Framework for Language Model Data Mixing”, ICLR 2025 47



Pretraining:  Dolma 3

Upsampled; higher quality increases probability of sampling a document
48



Midtraining (a.k.a. Annealing)
Targets:  code, math, question answering, generative capabilities 

General methodology:

● Lightweight, distributed feedback loops on individual data sources 
● Centralized integration tests to assess candidate mixes on base 

model quality and post-trainability
● Exploratory “skewed” anneals to understand tradeoffs

49



Dolma 3 Dolmino:  Midtraining Mix

Math and code problem-
solving using human-
inspired meta-
reasoning 
strategies/traces

Math problem-
solving through 

code and/or 
discussion

Demonstration of 
diverse question 
structures, rewritten 
from natural 
knowledge-rich data

Instruction 
datasets

STEM PDFs and 
high-quality web 

pages
50



Distributed Innovation & Centralized Evaluation
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Decontamination in Dolmino
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Signal and Noise to Improve Averaging for Coding Evaluation

SNR:    3.2                6.0                  10.0
53



Long Context
Pretraining is at 4K context; we extend to 64K.
Huge variation in recipes:
● How many tokens? 

(AFM, Nemotron Nemo 2 use <20B … Deepseek V.3.1 uses >800B) 
● Which data to use?  

(Books, code, automatic long-dependency detection …)

● When?  
(Llama 3.1 before midtraining; GLM 4.5 after finetuning)  

54



Long Context:  Longmino Pool
600B tokens from academic PDFs

● Filtering using gzip (remove 20% most- and least-compressible)
● Data augmentation:  concatenate document with LM-generated questions 

requiring counting expressions or “vignettes” derived from the document

Mix is 50B from Longmino, 50B from Dolmino (short context), organized with 
best-fit packing

Training:  RoPE extension via YaRN applied to full attention layers (not sliding 
window); architecture choices matter!

Evaluation:  RULER and HELMET
Peng et al., “YaRN: Efficient context window extension of large language models”, ICLR 2024
Ding et al.,, “Fewer truncations improve language modeling”, ICML 2024
Hsieh et al.,  “RULER: What’s the real context size of your long-context language models?”, COLM 2024
Yen et al., “HELMET: How to evaluate long-context models effectively and thoroughly”, ICLR 2025 55



Different Stages, Different Data
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Tülu 2

2023

First open model with 
preference tuning @ 70B 

Self-
instruct

2022

Synthetic data to improve 
instruction following

Tülu 1

2022

Best open
instruction tuning data

Open, Reproducible & State-of-the Art Post-Training

2024

Introduced RLVR
Better than Deepseek v3 & 
on-par with GPT4o

Tülu 3
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Dolci (Think):  Supervised Finetuning

Prompts from open posttraining datasets + 
synthetic reasoning chains

Filtering:  license, incomplete reasoning 
chain, topic, mentions of other models, 
language ID, and more
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Dolci (Think):  Preference Tuning
Delta learning:  exploit quality 
contrast between completions 
(e.g., Qwen 3 32B vs 0.6B)

Geng et al., “The Delta Learning Hypothesis: Preference Tuning on Weak Data can Yield Strong Gains”, 2025
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Dolci (Think):  RL with Verifiable Rewards

Difficulty filtering:  8 roll-outs per 
prompt, remove if model is correct 
on 5 or more

Mixing alleviates 
overfitting!

60



More in the Olmo 3 technical report!
● Extensive performance comparisons to peers, 

across the flow
● Deeper discussion of methodology and evaluations
● Benefits of souping
● Benefits of delta learning for preference 

optimization
● Energy use assessment
● OlmoRL:  expand verifiable reasoning beyond math 

and code; longer and more stable RL runs; improve 
training efficiency

● Dolci Instruct data for posttraining Olmo 3 Instruct
● Loads of experiments dissecting contributions of 

different design and recipe choices 
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Next Generation of AI to Better Serve Humans

Reasoning and Tool Use:  complex tasks make data collection challenging

Efficiency and Personalization: Toward on-device, customizable AI

Multimodal and Cross-Disciplinary: AI for discovery, health, and improving human lives

New Paradigms for Data: responsible and modular  access, credit data owners

62



August 2025:  $152M in support from NSF and NVIDIA!

Open Multimodal AI Infrastructure to Accelerate Science
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Thank you!
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